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Introduction

In this document, I explore, through simulations and actual observations, the problem of making photometric
measurements of extended sources. This is obviously related to the notorious “gain-problem” that can occur
when comparing maps obtained with PACS with maps obtained by other instruments operating at the same
wavelength. In RD1, I have shown, or rather confirmed, that the algorithms that are currently in use to create
maps out of the PACS photometer timelines are flux conserving (i.e. they do not affect the total flux of objects).
However making a map is not simply back-projecting signal timelines in the sky. Data processing also has to
occur to cure those timelines from all the artefacts that can modify the recorded signal (glitches, noise, drifts).
I thus now investigate how the photometry of extended sources is preserved, or not, through all these steps.

2

Methods

I will resort to two approaches. The first one is based on simulations. I start from an observation of the M 51
galaxy, which is a scan map combining two orthogonal scan directions in the blue and red filters. From this
observation, I extract the pointing history as well as the world coordinate system (wcs hereafter) of the final
recombined blue map. In this blue map, I substitute the image with a synthetic object, which is a simple
inclined “disk” galaxy with a combination of gaussian and exponential surface brightness profile (i.e. a pseudo
bulge and a disk). Thanks to the simulator developed by H. Aussel1 , the image is “observed” using the pointing
history of the actual observations2 . In the simulation I am only interested in the object signal part, i.e. the
1/f noise, the glitches, the time constant effects, are not simulated. The simulated object is a “galaxy” with a
very smooth brightness distribution so I have not included the effect of the PSF in the simulation. This should
be performed in a future test as the PSF has rather large wings that can distribute a fraction of the object flux
to very large distances.
To add a representative realization of noise and glitches, I have used the calibration measurements that we have
made to characterize the 1/f noise of our detectors. These correspond to OBSIDs 1342182424 and 1342182427,
where the setup of the instrument is almost exactly the one we have in operation, the only difference being
the bit-rounding, set at 2 at that time while it has now been relaxed to 1. This should have no impact on the
effects I will explore here. These are 3-hour long staring measurements on the ISOPHOT dark field. Although
this field is not devoid of sources, it is rather safe to assume that this data provides a representative realization
of the noise and glitches.
This allows me to create three flavors of simulated scan-map observations, one that has only the noise, one that
has only the signal, and one that has both. Each will serve a purpose.
The second approach is to use real data on extended objects that have rigorous photometry obtained with other
instruments, MIPS being the first one to come to mind. By rigorous I do not mean that most observers make
sloppy measurements but rather that the methods used to derive the available photometric measurements are
described in sufficient details that I can reproduce the measurement with no ambiguities. I also have to choose
the objects so that the PACS maps can be reconstructed without having to resort to very complicated methods
to correct for the 1/f noise.

3

A brief description of the data reduction process

The data presented here (simulated or real) are processed using my personal version of a scan-map data reduction
pipeline. it should be clear that it is more an adaptation/optimization of the official pipeline rather than a
revolutionary tool. It is split in two parts, one that processes the data up to a level close to, but not exactly,
level 1, which works on an OBSID+filter basis (i.e. it produces one level 1 fits file per value of OBSID and filter,
i.e. two files per OBSID), and one that combines all observations of the target per filter to produce one map
per filter (actually it can make two maps, one with high-pass filtering and photProject and one with MADmap).
I list here the steps the data go through.
1 yaps,
2A

a complete, validated, PACS simulator in IDL.
task exists now in hipe to do just that: map2signalCubeTask.
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First, for each band in each OBSID I do:
• findBlock to identify each section of the observation.
• Detect, process and remove from the frames the calibration block that is present at the start of the
observation (processing is actually irrelevant).
• photFlagBadPixels to mask the bad pixels (and I add a few that I have noticed).
• Mask all columns 0 to protect the data from the cross-talk.
• photFlagSaturation to mask the saturated pixels.
• photConvDigit2Volts to convert the signal to volts.
• addUtc to add the UTC column (useless, but harmless).
• convertChopper2Angle as part of the steps to get pointing information associated to the data.
• photAddInstantPointing to add astrometry to each readout in the signal cube.
• cleanPlateauFrames in case the chopper is not stable (mostly useless).
• photRespFlatfieldCorrection to convert to Jy/pixel. This is not the standard place to do it but this
is a multiplicative correction and all subsequent steps are invariant to the fact that it is done before or
after them.
• Then I define a series of masks:
– nonScience is a mask that I use to mask out all data obtained before the start of the first leg, since
a variable part of the slew to the target can be in the frames. This is more to save computing time
and memory: when this data is left in the frames, then all tasks that build map will allocate space to
project this data, even if it is completely masked. The nonScience mask allows me to use the select
method to select out this part of the frames at these stages.
– slewMask is a mask that is true when the satellite is not performing the actual scan observation (i.e.
it flags the turnaround portions). I use it as well to accelerate some intermediate map-making steps
(essentially for debugging and visual checking).
– ucl a mask to flag 20-40s of data after the calibration block measurement where an unexplained
transient is observed.
– objectMask is the most important of the series: it flags the sections of the pixel timelines that are
obtained over areas of interest of the map. I create it by reading in a thresholded map of the object,
usually made through a first MADmap iteration of this pipeline on the red band data (but any map
would do).
• Deglitch the data using the 2nd level deglitching approach. In order to do this, a copy of the frames object
is first high-pass filtered with a box full width equal to the number of readouts in a scan-leg (at this stage,
given the size of the box, the object is left unprotected from the filter, but I’m not interested in preserving
its flux). This filtering is necessary to make the glitches stick out of the 1/f noise and offset dispersion3 .
The value of the nsigma parameter is dependent of the hipe build (because of the implementation of
the noise estimation) and will be investigated later. I always use the timeordered option which is more
robust to strong brightness gradients. I only keep the glitch mask and the high-pass filtered frames object
is discarded.
• Save the data in a fits file. At this point, the signal is in Jy/pix, but the 1/f noise is still present; the
frames object contains a mask for the glitches as well as a mask indicating where the object is in the
timelines.
3 An alternative under evaluation is to simply remove the median offset image. The main advantage would be the shorter
computation time.
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The next step is then to collect the observations that have been performed on the same object with the same
filter and make a map out of them. In this technical note I am concentrating on the photometric accuracy
of maps created with a combination of high-pass filtering for the removal of the 1/f noise, and a drizzle-like
implementation of the map reconstruction, available with the task photProject. In that case, the second part
of the pipeline is rather straight-forward:
• Locate all level 1 fits files that correspond to the same object observed in the same filter. Usually this is 2
files for the blue and green filters and 4 for the red filter when the observer has decided to obtain the three
filters proposed by the PACS photometer. These correspond to the two scan directions we recommend
for photometric maps.
• For each of these files, apply the high-pass filtering task with this time a much smaller box size of typically
160 readouts. This time the object mask is activated to protect the object from the adverse effect of the
filtering. Over the sections of the timelines that are protected the value of the filter is linearly interpolated
between the two filter values that can be computed on both sides of the protected sections.
• Merge all the data into a single frames object (with the join method of the class).
• Adjust the wcs information of the output map to my need. Typically I create maps with the celestial
North on top and 2” pixel size in the blue and 4” in the red.
• Create the map with photProject and save it to fits.
This is an exhaustive description of the process, but as may be already clear, the critical steps for the photometry
are the choice of the area of interest to build the object mask, and the size of the filter box window at the map
reconstruction stage. This will be investigated in the rest of this note.
Finally, for the photometric results that are presented in this note, I am using my own photometric tool, which
essentially builds and integrates the radial profile of objects inside concentric ellipses. There are no aperture
corrections involved in this tool but it obviously accounts for the fact that the sky background is not necessarily
0. It does not try to fit any 2D function to the background, but simply computes its mean value in a dedicated
elliptical ring located outside the last ellipse used to build the object’s profile.
All the analysis presented in this note has been performed with versions of hipe belonging to track 6, up to the
first User Release of this track.

4
4.1

Simulations
Tuning the deglitching parameters

Generally speaking, the glitch rate is rather low, and glitches themselves rather intense but short-lived, so the
impact of non-optimal deglitching on the photometry of extended objects is rather small4 .
However, the advantage of the simulated data that has only noise is that we can use it to study what is the
actual glitch statistics and tune the deglitching parameters. The principle of 2nd level deglitching is to build
the stack of detector pixels that project on the same map pixel and search for outliers in this stack. In the
timeordered option there’s a further subtlety in the sense that the stack is made not of detector pixels, but of
the estimation of the map pixel that can be built from each readout that overlaps with it (essentially detector
pixel fluxes are weighted by their area of intercept with the map pixel, and summed when they belong to the
same readout).
Searching for outliers in a sample of values is a well-known problem. Here we have applied some high-pass
filtering to the data so that most of the noise in that sample is detector noise and glitches. Prior to hipe 5.0,
the estimators used for this search were the mean and the standard deviation, but those are not robust to the
presence of outliers. Therefore, starting in hipe 5.0 we are now using the median and the median absolute
4 In fact, in calibration measurement of point sources, we find that it is better not to try and deglitch the core of the PSF. Even
this way, the absolute calibration accuracy is 3-5%, see RD2.
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deviation. The only parameter to adjust in this method is a not very appropriately named nsigma parameter
which indicates by how many times the median absolute deviation must a value differ from the median of
the sample to be declared an outlier. Experience shows that values between 20 and 30 provide a good result.
These rather high values can be explained either by the fact that there are very few weak glitches, or by the
fact that we artificially lower the median absolute deviation by high-pass filtering the data which leads to an
over-population of the 0-value bin in the signal. This is under investigation.
Table 1: Background value as well as rms as measured in the deglitched images as a function of the nsigma
parameter for the deglitching task. All numbers are averaged of 21 individual measurements performed in
apertures of typically 850/200 pixels in the blue/red images distributed in the images. Units are µJy/pix for
the background and rms values and % for the rates.
nsigma
5
10
15
20
25
30

rate
7.1
1.0
0.6
0.4
0.3
0.2

Blue
bkg rms
15
424
28
435
42
438
53
441
63
444
70
447

rate
7.6
0.9
0.4
0.3
0.2
0.2

Red
bkg
43
24
30
43
55
64

rms
1104
1149
1162
1169
1174
1181

The first striking point that Table 1 shows is the drastic fall of the glitch detection rate5 between nsigma of
5 and 10. At face value this looks that a warning sign that threshold values larger than 5 are inefficient at
flagging glitches. However this impression is largely counterbalanced by a inspection of the rms column, where
the values are the mean of a series of measurements of the rms made in circular apertures of 850/200 pixels
in the blue and red bands. There we see that the variation of the rms is much more gradual. Given that we
are applying an outlier rejection algorithm, it is no surprise that the rms should increase when we relax our
rejection criterium. But we see that going from nsigma=5 to 10, which leads to a 7-fold decrease in the number
of rejected samples, is only accompanied by an increase of 3-4% in the rms. This behavior is more indicative
that what we were flagging as glitches before was the tip of detector noise.
Table 1 also lists the measured background value measured in the reconstructed images for increasing values
of the nsigma parameter (these values are also the mean of series of measurements inside the same apertures
as above). A systematic variation of the residual background is observed, although clearly not statistically
significant: the background increases when the rejection criterion becomes less stringent. This expected the
majority (85%) of glitches are positive (i.e. hit the sensitive grid rather than the inter-pixel walls, see Billot et
al. 2010, Proc. SPIE 7741, 774102).
In practical terms then, the numbers in Table 1 support the choice of a rather large value for nsigma. To
guide a choice between thresholds beyond nsigma=10, one can observe Figures 1 and 2. Figure 1 shows the
“glitch” map, which is obtained by substituting the glitch mask to the signal cube and back-projecting it on the
sky. Given that most glitches give rise to short-lived signals, and that the scanning speed is relatively low, one
should expect the glitch map to show rather well-defined “impacts”, possibly elongated in the scan direction.
The sequence of images is quite telling in this respect. We see clearly on the map obtained for nsigma=5 that
what we have flagged as glitches is mostly noise as it is rather uniform and follows the scanning pattern. On the
contrary, as soon as the nsigma increases, the pattern is much closer to what one can expect: definite impacts
start to stick out of the background. In fact we can observe that from nsigma = 10 upward, the modifications
in the image are mostly a reduction of the low-level “detections” around the main glitches, and some lower-level
impacts escaping detection (see in particular the streak on the bottom right, which is a long-duration glitch).
It is quite interesting that despite these rather obvious differences in the glitch maps, the sky maps do not
show matching differences. In particular, visual inspection of the maps does not reveal low-level glitches that
5 simply defined as the number of samples flagged as glitches by the algorithm divided by the total number of samples in the
observation.
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Figure 1: Zoom on the central area of the glitch map for the settings of the second level deglitching nsigma
parameter: from top to bottom, left to right, 5, 10, 15, 20, 25, 30. This map is obtained by substituting the
mask of detected glitches to the signal cube and back-projecting it on the sky. Given that most glitches are
short lived, we can expect this map to show rather well-defined impacts, possibly with small intensity haloes
due to the scan motion.
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would have escaped detection. This is due to the fact that the glitch rate is nevertheless very low, and thus the
missed glitches, or the over-deglitching, are apparently not affecting the photometry too much. This is not so
true, especially in the MADmap case, and thus it is preferrable to use an appropriate setting. Judging from
Figure 1, this is somewhere between nsigma=20 and 30. In the simulations below I will be using nsigma=20.

4.2

Integrity of the simulation-reconstruction loop

Since this note is focussed on understanding how consistent extended photometry is in the PACS maps, this
section will simply deal with a simulation without noise. In theory, the flux that we should measure for the
object should be exactly the flux we had in the input map. The method I use to compute the flux of the
simulated object is to integrate its surface brightness profile. This profile is measured inside concentric ellipses,
whose geometrical parameters (orientation in the map, ellipticity) were those used to generate the input map.
These parameters would correspond to the Position Angle and Inclination parameter of my disk galaxy. The
profile is integrate out to a given radius, which defines the starting point for the background measurement. The
quoted errors involve the map reconstruction error (i.e. the error map), as well as the photometric errors (i.e.
the error associated to the derivation of the radial profile).
Since the simulated data contains only the signal, i.e. no glitches or 1/f noise, the data processing is quite
simple (no deglitching, no high-pass filtering).
The flux in the initial map is 163.4 Jy (this odd number simply originates in the fact that the object is generated
using a radial profile combining a gaussian and an exponential profile, each parameterized with integer numerical
values, i.e. the total flux was not a constrained parameter).
When integrating the flux in the reconstructed map out to the point where no more signal is found (i.e. the
built-in edge of the object,) I measure 163.38991±4 10−5 Jy in the blue band and 163.39385±3 10−5 Jy, i.e. the
relative error introduced by the reconstruction algorithm is of the order of 10−5 .
Thus we can conclude that the map-making algorithm is indeed preserving the total flux of the object, as was
recalled in RD1.

4.3

The effect of high-pass filtering and object protection on photometry

When 1/f noise is present in the data, we have to design a technique to filter it out. In this note I am only
concerned with the simple approach of running a median high-pass filter through the timelines before proceeding
to the reconstruction. In this approach, there are two key parameters. The first one is the size of the sliding
window that is used to compute the median filter, and the second is the object mask. The presence of sources
in the pixel timelines (the sources of interest in the observation) will, by definition, bias the value of the median
filter when the filter box includes the section of the timeline taken on source. This results in dark artifacts on
both sides of bright sources along the scan direction in the reconstructed map. To alleviate this effect, an object
mask can be built that will prevent sections of the timelines obtained on the source to enter in the evaluation of
the median filter value. In case of large objects, and small filter window, there can be locations in the timeline
where the filter cannot be computed. In that case, the missing values in the filter are linearly interpolated from
the values of the filter that could actually be computed. This object mask is usually derived using a thresholded
map of the object, by projecting it into the timelines with the task photReadMaskFromImage.
For this section I have tested 5 values of the high-pass filter window half-size, 20, 40, 80, 160 and 320 (the
highpassFilter task uses is a window that is twice the input argument plus one, in order to always have an
odd number of values from which to compute the median). Given that the observations I am simulating have
520 readouts taken during the scan (and that typically the turnarounds between scan legs are a few hundred
readout), this means I am testing values of the window that go from one close to that used for point sources
calibration measurement to approximately one scan leg. This should reasonably cover the parameter space.
Similarly I am testing 5 “versions” of the object mask. The first one is what I call the “full” mask which is
true for every pixel where the synthetic object is present. One rarely will be in a position to define such a
mask as the synthetic object I am using goes down to very faint levels (the max/min dynamical range in the
object is 2 104 with a peak flux of 0.15 Jy/pix). Then I have built a series of mask where the threshold goes
from 10−4 to 10−2 of the peak flux. Finally a last reduction is performed using the “auto” masking option of
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Figure 2: Zoom on the central area of the map for the settings of the second level deglitching nsigma parameter:
from top to bottom, left to right, 5, 10, 15, 20, 25, 30. The zoom factor is such that the “fabric” of the map,
due to the unfiltered part of the 1/f noise projected in the two scan directions, is clearly visible. It is very hard
to trace the difference in the map to missed glitches.
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my pipeline. In this option, for each OBSID, a first version of the map is built after the deglitching and the
object is automatically detected on this map as structures which are more than 3σ above the background. The
sequence as I have described it is essentially a sequence of smaller and smaller object masks.
Table 2: Variation of the total flux (Jy) measured in the reconstructed maps as a function of the object mask
used and of the value of the high-pass filter window half-size. Source flux in the original map is 163.4 Jy.
Mask type
Full
10−4 of peak
10−3 of peak
10−2 of peak
auto

band
blue
red
blue
red
blue
red
blue
red
blue
red

20
163.6±0.6
165.1±0.4
163.6±0.6
162.1±0.4
156.1±06
158.5±0.4
133.0±0.6
134.6±0.4
57.3±0.6
62.5±0.4

High-pass
40
163.6±0.6
165.4±0.4
163.0±0.6
163.9±0.4
158.3±0.6
159.9±0.4
138.4±0.6
139.5±0.4
63.8±0.6
69.1±0.4

filter window half-size
80
160
160.6±0.6 159.2±0.7
164.0±0.5 162.0±0.6
161.9±0.6 160.2±0.7
164.2±0.5 162.0±0.6
159.4±0.6 159.8±0.7
161.1±0.5 160.0±0.6
143.8±0.6 149.4±0.7
145.4±0.5 148.9±0.6
77.5±0.6
95.3±0.7
83.6±0.5
99.0±0.6

320
156.3±0.7
161.3±0.6
157.2±0.7
161.1±0.6
156.7±0.7
160.0±0.6
152.9±0.7
155.7±0.6
131.6±0.7
135.9±0.7

We see in Table 2 that whatever the high-pass filter window half-size, the measured flux decreases as the mask
decreases. This is normal: high-pass filtering, when applied to sections of the timeline that contain source
signal, will remove some of it, and the smaller the mask, the larger the regions affected, the larger the flux loss.
The behavior of the photometry with the size of the high-pass filter window is more complicated to understand:
for the “full” mask, we see that the flux decreases when the window size increases while the reverse is observed
for the “auto” mask. Why is that so? This is because the photometry of the object is obtained by integrating
the flux in an aperture, and then subtracting the estimate of the background as measured in another aperture.
This result in two opposite trends: we can loose flux in the object aperture when the mask is too small, and
this effect is more severe for small high-pass filter windows, but we can also overestimate the background when
we are not filtering the 1/f noise enough (remember this noise has no reason to be of zero mean).
Figure 3 shows the 5 reconstructed maps in the case of a high-pass filter window half-size of 80. It also shows
the synthetic object, both with a linear and a logarithmic intensity coding, the latter one displaying the full
extent of the object. In the middle row of the figure I show the map reconstructed with the “full” mask (left)
and the “auto” mask. Looking closely at the full-mask map, one can see around the “detected” part of the
galaxy a perpendicular stripped pattern. This is the remnant of the 1/f noise which is not filtered on the
masked area. This is a clear reminder that the noise properties in the map are not homogenous because some
areas were masked during high-pass filtering and others not. On the right side, the shape of the galaxy appears
severely affected by the filtering. This is because only a small fraction of the object is actually detected at the
3σ level in the individual observations. This points to the danger of relying on automatic object detection. The
bottom row of the figure shows the results for setting the mask threshold at 10−4 , 10−3 , 10−2 of the peak. The
differences are less striking but still visible in the shrinking extent of the perpendicular stripped pattern. These
images display 99.5% of the full intensity range. This can give you an idea of how far you would say the object
really extends if these were actual observations. Typically one would probably give the mask an extent that
is located somewhere between the 10−3 and 10−2 values, and quite possibly closer to the former than to the
latter. In the present test case, and for a filter width parameter of 80, this would mean that we underestimate
the flux of the object by up to 12% in the blue and red.

5

Tests on real observations

Finally, I have used a set of observations for which I could compare the PACS photometry to some other reliable
photometry obtained at similar wavelengths. In order to perform a relatively well-controlled experiment, I
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Figure 3: Examples of reconstructed maps, all corresponding to a high-pass filter window half-size of 80. The
top row shows the synthetic object. On the left side the intensity scaling is linear while on the right side it is
logarithmic, showing the full extent of the object. The full dynamical range is 2 104 . The object is the sum of
a gaussian and an exponential radial profile. The middle row shows the reconstruction with the “full” mask on
the left and the “auto” mask on the right. It is possible to make out the extent of the full mask as the striping
due to 1/f noise is more important on the masked area than in the background. On the “auto” image it is quite
evident that as only the brighter regions have sufficient S/N to be detected as the object, a significant fraction
of the emission has been filtered out. The bottom row shows the map obtained with the object mask set at,
from left to right, 10−4 , 10−3 , 10−2 of the peak. The extent of the mask is still quite visible on the left-hand
image. In the right-hand image the mask essentially goes out to the dark blue area of the galaxy, while the
object is still present further out.
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restrict myself to scan-map observations of extended objects that are well-defined with respect to the surrounding
background, i.e. ideally there are no structures in the background of the objects, and where the map is large
enough with respect to the object size so that I will not run into problems either when doing a first pass of
high-pass filtering (for the second-level deglitching) or when I will derive the object’s flux. Observations that
fit this description can typically be galaxies. Due to a personal bias I have elected the Kingfish sample for this
experiment. This sample also offers the advantage that is has homogenous MIPS and IRAS photometry. The
MIPS photometry comes with the geometrical parameters of the elliptical apertures used to measure the flux
and I will use exactly the same apertures for the PACS photometry.
Of course the data I am using is mostly proprietary therefore the sources have been anonymized and the absolute
flux scale is irrelevant.
The data processing is performed according to the pipeline described in Section 3. The mask is indeed built
from a first reduction of all red band observations (4 scans) with MADmap. I use MADmap because it is much
less sensitive to the definition of the object mask, and at this level I am only interested in drawing a mask on the
map, so I am not influenced by a residual curvature of the background, which is a typical MADmap artifact.
The nsigma parameter for the second-level deglitching task is set at 30. This is also because of MADmap
which is more robust to glitches remaining in the data than it is to objet signal incorrectly flagged as glitch.
As mentioned before when discussing the effect of the mask in the simulation, this method of determining the
object mask, i.e. placing the limit slightly outside of what can be seen as the outer isophote of the object,
is bound to lead to a masked area that is smaller than the intrinsic size of the galaxies. According to the
simulations above, this will lead to an underestimation of the total object flux, by values than can be quite
significant (i.e. in the 10-15% range).
As with the previous part of this document, I am doing photometric measurements on the high-pass plus
photProject maps. This is first to be consistent and also because high-pass filtering by construction provides
a flat background to the source, which makes for more control on the photometry. The photometry is done
using the same code as in the simulation part: I integrate the flux in the map out to the elliptical aperture
used for the MIPS measurement, and measure the background outside of this aperture. The errors associated
to the measurement are once again derived from the error map produced during the data reduction and from
the operation of aperture photometry itself (i.e. error on the estimation of the background, and error due to
the subtraction of the background value to the object aperture). As such they are quite small, i.e in the %
range. This scale obviously does not represent the actual uncertainty of the PACS photometric measurement.
Let’s try to account for them all, at least in an order of magnitude way.
It is now recognized, see RD2, that the calibration scheme available in hipe 6 leads to the overestimation
of extended source fluxes. This is because we have neglected large scale wings of the PSF. This does not
affect point source fluxes when the photometry is using aperture correction based on the wrong PSF profile.
Furthermore the calibration scheme is based on chop-nod measurements and not scanning measurements which
also leads to an overestimation of the flux. Overall, extended source fluxes measured in hipe 6 (and before)
are overestimated by 12, 15, 17% in the blue, green and red band of PACS respectively.
As observed in the simulation section of this note the combination of high-pass filtering and potentially incomplete object masking will lead to photometric errors. Inspection of Table 2 shows that this error is rather
systematic, i.e. only very specific configurations lead to an overestimation of the source flux and the effect is
mostly to underestimate the actual source flux. In the present study I am using a window half-size of 80 to
filter the data and the table shows that the underestimate factor ranges from close to 1 (no underestimation
to) about 2! Judging from Figure 3, I estimate that my method of creating the mask should be similar to the
simulated situation where the mask is set between 10−2 and 10−3 of the peak flux, i.e. underestimation factors
2-11% whatever the band. Thus this uncertainty will mitigate the calibration error but not completely.
Finally we have another systematic uncertainty unaccounted for: the aperture correction6 . It is often thought
that the aperture sizes that are used to integrate the flux of extended objects are large enough to lead to very
small corrections. But that assumption is only true when the aperture is large with respect to both the PSF
6 There is an interesting point to study here which is to which extent the aperture correction cannot in fact compensate the flux
lost due to high-pass filtering. Indeed, almost by definition, the source flux that is spread at large distance by the beam, and which
amount is supposed to be estimated by the aperture correction, is for a large part the flux that will be removed by the high-pass
filtering. It is thus possible that we are counting twice the same systematic bias.
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and the object. In the present case I have objects that reasonably fill the aperture I am using and thus there
is a possibility of significant aperture losses. It is quite complex to estimate this effect without simulating it on
a significant number of aperture versus object shapes. However, judging from the fact that the PSF typically
has 10% of its flux beyond 1’, and that the aperture is usually placed effectively at 1’ or more from the brighter
regions of the object, a figure of 10% is likely an upper limit to that aperture correction we should have applied.
Given that the PSF is larger in the red band, it is also likely that aperture corrections will be larger for red
band data. Once again aperture correction is a systematic effect, and neglecting it means that our measured
fluxes are systematically underestimated by a factor that could reach 10%.
To conclude on this lengthy discussion, we have identified three sources of systematic uncertainties in the PACS
photometric measurement, the responsivity calibration, the data processing and the photometric method, the
first one is an overestimation, and the other two are underestimations. It is quite complex to predict the net
effect of combining them. An “optimist” view would be that they compensate, but this is rather unrealistic.
More realistically, the calibration error is always present and the two other sources of errors are ill-quantified,
this can be summarized as saying that our uncertainty on the flux is bracketed by the photometric overestimation
on one side, and the result of combining all three biases at their maximum amplitude on the other side. In
numerical terms this give [−12%,+9%] in the blue filter (i.e. the quoted flux can be overestimated by 12%
or underestimated by 9%) [−15%,+6%] in the green filter, and [−17%,+4%] on the red side. I will not try
and include theses errors when computing the PACS/MIPS or PACS/IRAS mean flux ratios but use them to
interpret the graphs.
The errors associated to the MIPS and IRAS fluxes are essentially total errors including not only the measurement errors but also the typical errors that can be made during the production of the MIPS or IRAS maps (i.e.
an analysis similar to the one developed above but much more mature...). For instance the error associated to
the IRAS fluxes is a constant 20%, while the MIPS errors are in the 15% range.
The result of this comparison is shown on Figure 4 for 17 galaxies of different size and fluxes. This figure shows,
as filled symbols, the ratio of the PACS flux to either the MIPS or IRAS flux as a function of the PACS flux, as
measured on the map, with associated error bars. The crosses show the value of the ratio once color-correction
has been applied to the PACS flux to make it consistent with either the MIPS or the IRAS filter. These are
derived from the Dale & Helou (2002, ApJ 576, 159) spectral energy distribution library and the IRAS [60]/[100]
color of each galaxy. Other SED libraries exist but predict similar corrections. Typically the color correction is
very large for the PACS 70 µm filter with respect to the IRAS 60 µm filter, significant for the PACS 70 µm filter
with respect to the MIPS 70 µm filter, and almost insignificant for either the PACS 100 µm filter with respect
to the IRAS 100 µm filter or the PACS 160 µm filter with respect to the MIPS 160 µm filter.
Table 3: Mean flux ratios (weighted by the errors on flux determination) for the sample of galaxies shown on
Figure 4. For ratios involving PACS 70 µm, we list the color-corrected values.
PACS70/IRAS60
PACS70/MIPS70
PACS100/IRAS100
PACS160/MIPS160

1.19±0.09
1.11±0.03
1.32±0.06
0.98±0.03

Let us first concentrate on the right-hand column of Figure 4 that compares PACS to MIPS. We see that there
is no sign of a significant trend of the PACS/MIPS flux ratio with respect to the PACS flux, i.e. it does not
appear that we have a bias with the object fluxes (possibly related to non-linearities in the detectors) or with
their sizes (the brightest objects are usually the closest and thus the largest). The values observed for the color
ratio show a rather large dispersion from one object to the next however the mean ratios (weighted by the errors
on each flux ratio), are quite close to 1, and certainly not in the range 1.3-1.5 that has sometimes been reported.
The color-corrected 70 µm ratio is at 1.11±0.03, and the 160 µm ratio is at 0.98±0.03. Taking into account the
systematic errors mentioned above for the PACS 70 and 160 µm fluxes ([−11%,+8.5%] at 70 µm applying the
mean color-correction of 1.06, and [−17%,+4%] at 160 µm), we see that that data at hand do no support the
fact that PACS fluxes would systematically be larger than MIPS fluxes for extended sources, but rather that
they are quite compatible with the MIPS fluxes (i.e. the value 1.0 for the ratio is inside the uncertainty range).
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Figure 4: Comparison of total flux measured on Kingfish galaxies between PACS and either IRAS or MIPS.
Filled symbols show the measured PACS/MIPS or PACS/IRAS flux ratios as a function of the PACS fluxes,
with error derived from the photometric errors quoted for all the measurements (systematic errors discussed in
the text are not shown here). Crosses show the values of the flux ratio when color-correction is applied to the
PACS filters, only significant for PACS 70 µm. The horizontal lines on each graph shows the error-weighted
value of the mean flux ratio (and 1σ dispersion of the sample). For graphs involving the the PACS 70 µm, the
shaded band shows the value of the color-corrected mean flux ratio.
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The situation is different for the left side of Figure 4 that compares the PACS fluxes to the IRAS fluxes.
The most obvious fact is that the mean flux ratios are this time quite significantly above 1.0. They stand
at 1.19±0.09 for the comparison to IRAS 60 µm, and at 1.32±0.06 for the comparison to IRAS 100 µm. In
both case, we observe that even when taking into account the systematic uncertainties involved, which are now
[−8.7%,+6.5%] for PACS 70 µm after a significant color-correction of 1.38 and [−15%,+6%] for PACS 100 µm
where no color correction is necessary, the observed flux ratio are well in excess of 1, and lend support to the
fact that the PACS flux scale leads to fluxes that that are 20-30% larger than the IRAS flux scale. It is however
probably premature to use these values to “correct” the PACS fluxes to place them back on the IRAS scale.
One of the reason for this is that there are many more steps in the cross-calibration of PACS and IRAS than
there are between PACS and MIPS (less common calibrators, much more difference in beam size and mapping
modes), which leaves more room for the possibility that the actual cross-calibration errors between the two
instruments are larger than what we think. Second, if we were to correct the PACS fluxes to place them on the
IRAS scale, we would immediately break the agreement with the MIPS flux scale. Finally, it is quite intriguing
that the diagrams involving IRAS data seem to be slightly more compatible with the presence of a trend in the
variation of the flux ratio with the flux level than those involving MIPS data. The trend goes in the direction
that the brighter sources have a relatively smaller IRAS flux, or higher PACS flux, than the faint sources. As
mentioned many times before, the PACS photometer cannot be superlinear, thus non-linearity in PACS cannot
explain the trend. It is possible then that we observe a bias as a function of source angular size (again, in
this sample, the brightest sources are also the closest and the largest). This idea remains to be explored but
it is not impossible that the IRAS photometry is affected by such a bias given that all sources in the sample
are typically at the limit between point and extended sources for IRAS, and that this may have introduced a
photometric bias.

6

Conclusions

In the framework of scan-mode observations reduced with a combination of source masking and high-pass
filtering to reduce/remove the contribution of the 1/f noise, and using a combination of simulation and actual
observations, the following conclusions can be reached:
• Our back-projection algorithm (implementing the drizzle technique) is, as expected, neutral with respect
to the total flux of the object: aperture photometry of our simulated source is identical before and after
reconstruction, when no noise is introduced in the simulation.
• High-pass filtering to remove the 1/f noise is a dangerous operation with respect to the photometric
integrity of the map. Masking the sky area where the source of interest lies can alleviate the problem
however it is often impossible to guess the full extent of the source. Thus this technique leads almost
by construction to a removal of source signal from the map and thus to an underestimated source flux.
It is not unlikely that an underestimation by ∼10% of the source flux is a typical situation. However
the exact amount is a clear function of the data reduction set-up and of the source’s size and brightness
distribution.
• Comparison of total fluxes measured on PACS maps of a sample of nearby galaxies (i.e. large extended
objects located on a clear background) to MIPS and IRAS total fluxes reveal that the PACS measurements
at 70 and 160 µm are compatible with the notion that PACS and MIPS share the same photometric
flux scale. This is not the case for the comparison to the IRAS 60 and 100 µm total fluxes where an
overestimation in the PACS bands by 20-30% is apparent. Correcting the PACS fluxes accordingly is
likely unwise as this would break the agreement with the MIPS bands. Furthermore trends with total
flux are apparent in the comparison to IRAS which could be the sign of remaining biases in the IRAS
photometry of the objects studied here.
In general thus, it appears that the photometry that one can perform on extended objects observed with PACS
can be trusted, provided one takes into account the systematic errors that the data reduction and photometric
measurement methods can introduce. No support is found for a supplementary calibration step affecting
extended sources.

